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1. INTRODUCTION 

It has been demonstrated multiple times that the shape and aesthetics of a product can have more influence upon 
a person’s purchase decision than is often accepted by those in marketing and engineering where it’s often 
accepted that features and functionality are most important. Berkowitz (1987) showed that the shape of a product 
can influence a user’s purchase decision, even though the shape itself is not a dominant purchase criteria. He 
stated that the shape of a product communicates other aesthetics attributes to the user, whether or not those 
attributes actually exist. Bloch (1995) also demonstrated how important form is to product success. He introduces 
a model that considers user response to product form. He discusses design goals and constraints, psychological 
responses to product form, behavior responses, taste and preferences as moderators of user response, 
situational moderators of user response, and managerial implications. Bloch suggests that form is first considered 
in gestalt and then, if worth considering further, is atomized. These concepts of gestalt and atomization will be 
discussed further when we get into the details of utility functions. 
 
Utility functions were first introduced in the field of economics by von Neumann and Morgenstern (1944). The 
purpose behind utility functions is that they would attempt to mathematically explain the utility that someone 
received from a particular good or service. In this original context, utility was defined as a measure of happiness 
or pleasure. Over the past 70 years it’s evolved to also include the non-economic value that someone might 
receive from a particular good or service, that is, value that cannot be readily measure by dollar amounts. Given 
that the fields of economics and marketing are closely related through the typical business structure and business 
schools, marketing quickly adopted utility functions as a measure of preference for particular goods or services 
(Keeney and Raiffa, 1976). Since they also like to depend upon analytical measure, engineering has recently 
accepted utility functions as a means to objectively measure which features within a product are “best” (Thurston 
and Carnahan, 1992) (Callaghan and Lewis, 2000).  
 
More recently, utility functions have been used to effectively measure user response for qualitative features in 
products including perceived environment impact (Reid, Gonzalez, and Papalambros, 2010), shape (Orsborn, 
Cagan, and Boatwright, 2009)(Kelly, Maheut, and Petiot, 2011), color (Turner, Orsborn, and Grantham, 2009), 
and many more than can be easily listed here. In studies conducted by marketing and engineering, they typically 
use verbal descriptions and static images to gain user feedback through conjoint analysis. Visual conjoint is a 
method where the user sees only visual representations that are unique to the study (Orsborn, Cagan, and 
Boatwright, 2009). This method is much more effective for design and will be discussed in more detail later. The 
main reason utility functions have been so openly accepted is that they can represent a complex space where 
many different attributes each account for a dimension. The combination of certain attributes  may, or may not, 
increase the utility. A utility function offers a means to describe the relationship of all these attributes and then the 
space can be explored to maximize a person’s utility. The benefit of a utility function is that it provides the ability to 
initially design from the perspective of balancing multiple attributes within the design with the intention to 
maximize utility. This is done by generating a function of utility vs. each attribute, and combining them into one 
multi-dimensional function that captures the preferences for all the considered attributes. Visual conjoint enables 
the designer to leverage utility functions in a visual design space and not be limited to simple verbal descriptions 
of products or concepts. 
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2. VISUAL CONJOINT 

Engineering and marketing typically create user studies in which the product attributes that vary are represented 
with simple written descriptions and possibly some static images in support (Figure 1). Visual conjoint leverages 
the fact that users process shapes and colors much faster than written descriptions and that more information can 
be gathered from a large dynamic set of images than from a small static set of images (Holbrook and Moore, 
1981)(Page and Rosenbaum, 1987). It takes into account that when designers are looking for design direction, 
there often isn’t a set of refined images that can be used specifically for user studies and that these images need 
to be generated specifically for the design space that is being explored. Visual conjoint employs utility functions to 
describe user response to visual product attributes. 
 

 
 
Figure 1. Example marketing study question. 

3. UTILITY FUNCTIONS 

Let’s first talk about the mathematical representation of utility and then discuss how we actual use the utility 
function and what are some of the assumptions and limitations.  

3.1. FORM OF THE UTILITY FUNCTION 

While utility functions can take any mathematical form, the additive form is generally sufficient for most 
applications. In its most general form, it is a very simple equation: 
 
u = k*x 
 
In this equation x represents a particular measurable product attribute like height. An individual’s preference for 
that particular attribute is represented by k, usually referred to as a weight. If you multiply these together you get 
an individual’s utility for that particular attribute, u. Most products have more than one attribute. So, we create a 
full utility function by adding together all the utilities for the all of the attributes we’ve considered. It could look 
something like this: 
 
U = u1 + u2 + u3 + u4 + e 
 
Where there are 4 different product attribute utilities summed up to equal the total utility, U. Of course, there is no 
way that we can measure every attribute of a product since that would take much more time and other resources 
than are available to any design team. All of the aspects that we didn’t measure are summarized in the final 
variable, e, and are assumed to be negligible. This is a huge assumption and will be discussed later. 

4. ATTRIBUTE SELECTION 

Due to the limitations of mathematics, we can typically only choose the most important visual product attributes 
for which we want to elicit user feedback. This is where the designer’s experience and intuition are most 
important. When marketing and engineering use these functions, they often just choose the attributes that they 
want to test and are easily described with text. But it has been demonstrated that the results from these type of 
studies can be convoluted depending on what the user thinks is most important (Swait and Adamowicz, 
2001)(DeShazo and Fermo, 2002). It is further challenging when using utility functions to represent seemingly 
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qualitative attributes like form. The user sees just a visual change in shape when in the background there is a 
continuous modification of numerical attributes like width, height, or volume. The choice of attributes by the 
designer is especially important considering the overall complexity of any design artifact.  

4.1.  GESTALT AND ATOMIZATION 

The choice of attributes is fundamental to the understanding of the design space.  Durgee (1988) considers 
products to have drama.  He describes drama as the stages of anticipation, anxiety, and integration.  This is 
contrary to Holbrook (1986) in that the viewing of art is linear, not holistic.  He says that tension is created in three 
ways: anticipation, conflict/contrast, and complexity.  He suggests that product designers separate their products 
into discrete elements and ask the consumers to rank order them with respect to their expressing the product’s 
personality.  Then, the source of the tension is known and can be used in the marketing of the product.  This 
information can then be used in the designing (or redesigning) of product form.  By atomizing (Durgee, 1988) the 
form of a product, it can be determined which product attributes truly affect the consumers response and how. 
Most importantly, utility theory states that it is necessary to choose attributes that represent what the user is 
interested in.  This choice of appropriate attributes is not trivial and is fully dependent upon the designer. While 
the overall form of the product, the gestalt, will change regardless of the attributes chosen, it is up to the designer 
to determine which visual attributes from the product atomization will appropriately change the overall gestalt of 
the product. The importance of this decision should not be minimized. 
 
For example, if we were to consider a bicycle helmet (Figure 2), there are many form attributes that might be 
influential to the user’s preference of the product: the overall size of the helmet, the number of vents, the shape of 
the vents, the location of the ridges, etc. Which attributes the designer chooses will effect the response from users 
and therefore effect the information the designer has to potentially make interesting design choices. 

 

 
 
Figure 2. Example bicycle helmet. 

5. MEASUREMENTS 

While the designer is choosing which visual product attributes should be considered, the designer also needs to 
decide what is the best way to measure that visual attribute. A single part of the product form can be measured in 
many different ways but only one, or two, will really capture where the designer is looking to engage the user. If 
we continue with the bicycle helmet example, let’s say that we decide that the shape of the front of the helmet is 
very important to the gestalt of the design (Figure 3). There are many ways to create a measurement for the front 
of that helmet. Do we choose a particular radius of curvature? Do we base our measurement off of a Bezier-curve 
control arm length? Do we use a ratio with the curvature of the footprint of the helmet? Any one of these is a 
legitimate measurement, but it is up to the designer to determine which one will get the most valuable information. 
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For our running example, we will choose four product attributes: the number of vents in the helmet, the curvature 
of the front of the helmet, the overall size of the helmet, and shape of the footprint. 
 

 
 

Figure 3. Selecting product attributes. 

6. CREATING A STUDY 

Once a full set of visual product attributes has been chosen and the measurements for those attributes 
determined, it is time to create a study that can be given to users. For each attribute, a range of measurement 
from high to low need to be determined. These can be taken from existing product or be chosen based upon the 
design intent. For example, if I were studying bicycle helmets I may acquire a sample of helmets and take 
physical measurements to understand what is currently available to users. I may then use the largest and 
smallest measurements for a particular attribute or I may choose to go outside that range if I think it will help me 
to more easily explore beyond the current range of designs. 
 
To actually create the study you will need to use a mathematical technique called design of experiments. This 
enables us to get as much information as possible through the least amount of feedback. There is software 
available to create these type of studies. Sawtooth is one that is fully integrated and quite easy to use but limits 
the type of images you can use or questions you can ask. SAS is a more powerful, but more raw, program that 
can enable you to conduct more intricate studies. In either case the designer will need to either learn these 
programs or recruit someone to handle the design of experiments. When constructing the design of experiments, 
another important choice to be made will be the number of levels required for each visual attribute. If we’re 
considering the overall height of a product, we may choose the bounds to be the largest and smallest 
measurements we observed. But, how many discrete measurements do we want to have in between? Two, three, 
or more? These measurements are called levels. Each visual attribute will have at least two levels and most likely 
will have three or more levels. 
 
The result of the design of experiments is quite simple. It lists out a series of product options and what are the 
different measurements for each attribute in each product option. For example, if we have a product with 3 
attributes and each attribute has 3 distinct levels the design of experiments may list out 9 different product options 
that each have a different combination of levels for each of the attributes. While it won’t cover all the possible 
combinations, it will cover the most important ones which will then enable us to use the software to determine 
what the user would have chosen had we presented them with the other options. This is the real power behind 
design of experiments, being able to infer user choice for certain design options that they never saw. 
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7. ELICITING FEEDBACK 

There are many different ways to get feedback from users. The designer has the option to conduct purely digital 
studies to in-person communication. How the design options are presented, while specific to the design of 
experiments, can vary widely. The design can ask for the user to choose between a set of options (discrete 
choice)(Figure 4), arrange a set of options from best to worst (ranking), or assign a value to a particular option 
(rating). There are positives and negatives to each of the three methods. Discrete choice most closely mimics 
user purchase behavior but doesn’t give as much information as the other two. Ranking provides more 
information but can be difficult for the user to do if too many options are given at one time. It also doesn’t provide 
enough information about the magnitude between the rankings. For example, first and second may be liked a lot 
but third may be liked a little less or very disliked. Ratings accommodate for the magnitude between the design 
options but have the potential for the user to modify their ratings as more and more design options are presented. 
This can lead to conflicting responses or very long studies. In the end, experience and insight will best help the 
designer to choose which method will be most appropriate for any particular study. There is no one best way and 
each unique product will require thoughtful intent from the designer. 
 

 
 

Figure 4. Example visual conjoint question using discrete choice. 

8. CREATING UTILITY FUNCTIONS 

The advantage of using pre-existing design of experiments software, like Sawtooth and SAS, goes beyond not 
having to personally created each design of experiments. The software will also automatically calculate the utility 
function from the results of the study. Keep in mind that the results from one study are particular to that designed 
experiment and will create a unique utility function based upon all the choices that the designer has made about 
the product and its visual attributes and levels and the response from the user. These results are not 
transferrable. Should the designer choose to go through and redo the experiment by picking different attributes, 
the utility function will change in the end. The various weights upon the attributes in each utility function are 
related to each other and independent of any information not accounted for in the utility function. 
 
As stated earlier, the utility function is a multidimensional function that will include each of the product visual 
attributes and a weight for each of those attributes. For example, a four attribute utility function may look 
something like this after being calculated: 
 
U = 0.54*x1 + 2.2*x2 + 0.003*x3 + -1.03*x4 

9. INTERPRETING THE INFORMATION 

At first glance, a utility function is just a bunch of meaningless numbers. But, if we take the function apart and look 
at it within the context of the product it begins to acquire meaning. In the above function, there are 4 visual 
attributes: x1, x2, x3, and x4, and their associated weights. If we return to the bicycle helmet example, let’s assume 
that x1 is the number of vents in the helmet, x2 is the curvature of the front of the helmet, x3 is the overall size of 
the helmet, and x4 is the shape of the footprint. The weight for the number of vents, x1, and the curvature of the 
front of the helmet, x2, are positive which means that more vents and more curvature are more valuable to the 
user. It is interesting to note that while both of these are positive, the weight for the curvature of the front of the 
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helmet is nearly four times the size of the weight for the number of vents. This means that the user cares about 
the shape of the front of the helmet four times as much as the number of vents in the helmet. The negative weight 
on the shape of the footprint, x4, tells us that the user has a decreasing rate of preference for this attribute. That 
means that the measurement at the lowest level is most preferred and anything higher than that is less than 
acceptable to them. The weight for overall size of the helmet, x3, is almost zero. This means that the user doesn’t 
really care about the size of the helmet. It should be noted that in this example we’ve used the simplest form of 
the utility function, linear. More complex forms provide more information but also require more feedback. 

9.1. TO GUIDE DESIGN DECISIONS 

The interpretation of the utility function can lead to informed design decisions. Depending on the weights for 
different visual attributes for a particular user’s utility function, a designer may want to consider, or not consider, 
certain design directions. Using the example above, the designer may choose to stop focusing on the overall size 
of the helmet since this seems to not be very important to the user. The designer may want to revisit the shape of 
the footprint of the helmet with the hope of getting either a flat or more positive reaction from the user. And, since 
the designer now knows that the user thinks the shape of the front of the helmet is four times more important than 
the number of vents, the designer may choose to spend more time focusing on that aspect of the design and less 
on whether more vents can be squeezed into the structure.  
 
While all the information gathered from the utility function can be helpful, it isn’t necessary for the designer to 
blindly respond to all of it. The designer should combine this information with their experience and informed 
intuition to make the best design choices. The value of the utility function is that it may provide some insight about 
how the user sees the product that the designer was not previously aware of. 

9.2. TO DEFEND DESIGN CHOICES 

While the utility function serves as a communication point between the designer and the user, it can also be used 
as leverage by the designer to defend design choices. Inevitably in the design process there comes a point where 
the designer is asked to make compromises based upon production, engineering, costs, or other constraints. The 
designer can use the utility functions to defend specific design choices. For example, if engineering were to say 
that the curvature of the front end of the bicycle helmet is too difficult to manufacture easily, the designer can 
point to the utility function and state that this is an incredibly important part of the overall design and if not 
designed properly would negate the user’s acceptance of the product. Should marketing want to spend more 
resources to create different sized helmets regardless of functionality, the designer can point out that there is very 
little value in that particular visual attribute and that the money would be better spent on other more valuable 
visual design features like increasing the number of vents in the bicycle helmet. 
 
When using the utility function defensively, the designer needs to pay attention to the individual visual attribute 
utilities, u, and the overall value of the utility function, U. It is most important that the overall utility, U, stay 
positively above zero. Should this value drop below zero due to influence by engineering or marketing, then the 
designer can quickly argue that the product may no longer be desirable to the user. This means that the designer 
may have to negotiate with other departments to focus on some visual attributes to get strong positive visual 
attribute utilities while at the expense of letting less important attributes fall negative. For example, the designer 
may be willing to let control of the shape of the footprint of the helmet, a strong negative if it gives them control 
over the shape of the front of the bicycle helmet, a positive that is more than twice the magnitude. Again, while 
each visual attribute utility is important, keeping the overall utility positive is most important. 
 
Finally, which product attributes the designer chooses comes into play here. Should a designer not choose a 
visual attribute that they and the user think are important, the utility function will not provide any information and 
the designer will not have the additional quantitative leverage they need when enforcing their design choices. 

10. CAVEATS 

While visual conjoint is a valuable tool that can be used by designers to discover potential new design directions 
and defend their design decisions, utility functions are not perfect and require the skillful application of wisdom. 
Used incorrectly, as they often are by those inexperienced with their intricacies, utility functions can actually take 
a design in the wrong direction. Here are some of the traps that any designer using these needs to be aware of. 
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10.1. STATED PREFERENCE 

Probably the largest assumption needed for using utility functions is that you need to trust what users say. Since 
the whole method is dependent upon getting information directly from users, what they say determines the 
results. If users are intentionally lying or simply don’t know what they like, the results can range from useless to 
misleading. It is most important for the designer to determine when and where these types of studies should be 
executed. While done early in the design process will give the most valuable information, without reasonably 
refined design concepts the users will have very little to respond to accurately. It is strongly suggested that the 
designers present verification type questions when conducting these studies. Questions that ask the same 
information a different way will help the designer to determine whether the user is consistent and if the information 
gathered from them is useful. One easy way to do this, if using a discrete choice study, is to present the same 
question twice but with the options in different locations. If the user chooses differently each time, there’s a high 
probability that the rest of their answers are also inconsistent and will lead to erroneous results. 

10.2. CHANGING OVER TIME 

As with all studies, information gathered is from a simple snapshot in time. User preference is incredibly dynamic 
and can fluctuate from day to day. While a user may strongly prefer a particular product visual attribute today, 
they are being influenced by other designs, society, and their own changing needs. Designers that use utility 
functions, just like other tools, need to be keenly aware that their shelf life depends upon the users, the products, 
the product attributes, and a myriad of other factors. 

10.3. UNMEASURED VISUAL ATTRIBUTES & LEVEL OF DETAIL 

As discussed at the beginning of this paper in the section on the form of the utility function, there is always some 
sort of error, e, related to what we cannot measure directly. This is why the choice of product visual attributes is 
so important. A user may choose a particular design for a reason that is not described by the chosen utility 
function. This error can produce confusing data but more often than not makes us think that they have no interest 
in any of the visual attributes chosen to be evaluated. In this instance, it’s best for the designer to revisit the 
attributes chosen and see if they’ve missed something important. This can be encouraged through the use of 
follow-up questions and interviews. To further complicate the situation, the designer will have to create product 
options that include some features that are not directly accounted for in the utility function. As in our helmet 
example, we only tested for 4 visual attributes but many more are presented to the user, such as the shape of the 
vents, the shape of the side, the contour of the ridges, and more. Were we to simplify the drawing to only include 
the visual attributes we were concerned about, the product would not be recognizable by the user as a bicycle 
helmet. If we make the drawing too complex, we may unintentionally elicit information that we are not accounting 
for in the utility function and discover design directions that aren’t really there. If we try to account for all the visual 
attributes presented to the user, the study would become prohibitively large and no user would want to take it. 
There needs to be a balance and it is up to the designer to determine where this fine point is for each study. 

10.4. INDIVIDUAL VS. SEGMENT 

The final caveat has to do with how utility functions are commonly used. Most persons in marketing and 
engineering use utility functions to determine preference across a market segment or a large group of people. 
While this works well if the group is reasonable homogeneous in their preferences, it can easily fall apart if the 
group under study is heterogeneous. Strictly speaking, a single utility function can only describe an individual in a 
particular context at a specific point in time (Hazelrigg, 1996). What often results is an average of the sample 
population which can look like nobody likes anything very much and plain vanilla is the way to go. Historically, 
marketing and engineering have found that these results are “good enough”, though designers within each 
company can probably easily point out which products were failures due to the improper use of utility functions. 
Mathematically, it’s much better to assess individuals and then compare their utility functions to see where the 
commonalities and differences lie (Page and Rosenbaum, 1987). While this provides much more reliable data, it 
can be time consuming if you need a large sample population for statistical significance. Designers should be 
aware that they may run into push back from marketing and engineering if they choose to use utility functions 
correctly, though not in the popular way. 
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11. CONCLUSIONS  

Historically, utility functions are a tool used by marketing and engineering to determine consumer preference for 
the features and functions of products. Visual conjoint can help designers find which visual product attributes 
users think are most valuable and the relationship between the value of these visual attributes. Designers can use 
the results from the utility functions to choose which visual attributes to focus their attention on and can then 
leverage the utility functions to reinforce their design decisions when negotiating with marketing and engineering. 
Visual conjoint, coupled with the experience and intuition of the designer, can provide valuable insight and useful 
leverage for products designers. 
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